Natural Language Processing

GPT-3, InstructGPT, and RLHF



Outline

* (Recap) From GPT-1 to GPT-3

* Sparse Transformer

* InstructGPT (GPT-3.5)

* Reinforcement Learning with Human Feedback

 Llama and Llama-2 (Meta Al)
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Generative Pre-Training (GPT-1)

* GPT: Generative Pre-Training (developed by OpenAl)
 GPTis alanguage model trained from language modeling.

* Architecture: Decoder part of Transformers (12-layer; 117M)

Radford, Alec, et al. "Improving language understanding by generative pre-training." (2018).

v
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Detailed Comparison for the Architecture

Output
Probabilities Text
Prediction
Since thereisno 3
/ encoder part, cross- Layer Norm
Forward attention is absent. $
~ 1 ~\ Add & Norm /
~—>{(CAdd & Norm ) Moo P e Feed Forward
Feed Attention A
Forward ) Nx 12x —
Encoder N (CAdd 8 Norm : Decoder -
* | —~{Add& Norm ) — Layer Norm
Pa rt Multi-Head Multi-Head pa rt
Attention Attention
[} 7 [} 7 é
\———— VIS ——— ) Masked Multi
Positional & Positional Self Aﬁentlon
Encoding 2 Encoding
Input Qutput —
Embedding Embedding
1 T Text & Position Embed
Inputs Outputs
(shifted right)
Figure from the Transformers paper (2017). Figure from the GPT-1 paper (2018).
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From GPT-1 to GPT-2

* Layer normalization is moved to the input of each sub-block. ot
* Pre-activation r Vdliiey =
* An additional layer normalization was added after the final \M“”“/
self-attention block. g 4,);
* The weights of residual layers at initialization were scaled by Feed Forvard

12x —

1/v/N, where N is the number of residual layers.
Layer Norm

* For stabilizing training.
* Increase number of layers Masﬁ),;r
* GPT-2-medium (24-layer; 345M), GPT-2-large (36-layer; -
762M), GPT-2-x| (48-layer; 1.5B) P

Zero-shot learning idea

Text & Position Embed

. ) Figure from the GPT-1 paper (2018).
Radford, Alec, et al. "Language models are unsupervised multitask learners." OpenAl blog 1.8 (2019): 9.
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Pre-activation in ResNet

2 T T T T T T 20
\ ~
0 %9 y L ResNet—1001, original (error: 7.61%)
] ' o ResNet—1001, proposed (error: 4.92%)
i 15
BN RelU 0.2
V 2 2
RelU S Z
m
2 10 3
BN £ <
| £ &
BN RelU .
| 0.02
addition 5
RiLU addition
X+1 XH+1 7
o 0.002 0
(a) original (b) proposed ,
Iterations x10*

He, Kaiming, et al. "Identity mappings in deep residual networks." Computer Vision—ECCV 2016: 14th European Conference,
Amsterdam, The Netherlands, October 11-14, 2016, Proceedings, Part IV 14. Springer International Publishing, 2016.
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From GPT-2 to GPT-3

e Use Sparse Transformer (also developed by OpenAl itself)
* |Improve self-attention efficiency while maintaining the performance (Child et al., 2019)
* Increase model size

Model Name Mparams Tlayers Omodel Theads Ohead DBatch Size Learning Rate
GPT-3 Small 125M 12 12 64 0.5M 6.0 x 10~4
GPT-2-like | GPT-3 Medium 350M 24 1024 16 64 0.5M 3.0 x 104
sizes GPT-3 Large 760M 24 1536 16 96 0.5M 2.5 x 1074
GPT-3 XL 1.3B 24 2048 24 128 M 2.0 x 104
GPT-3 2.7B 2.7B 32 2560 32 80 1M 1610
GPT-36.7B 6.7B 32 4096 32 128 2M 10 10
GPT-3 13B 13.0B 40 5140 40 128 2M 1.0 x 10~¢
Common GPT-3 size| GPT-3 175B or “GPT-3”| 175.0B 96 12288 96 128 3.2M 0.6 x 10~

Table 2.1: Sizes, architectures, and learning hyper-parameters (batch size in tokens and learning rate) of the models
which we trained. All models were trained for a total of 300 billion tokens.

Child, Rewon, et al. "Generating long sequences with sparse transformers." arXiv preprint arXiv:1904.10509 (2019).
Brown, Tom, et al. "Language models are few-shot learners." Advances in neural information processing systems 33 (2020): 1877-
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GPT3 shows us

Validation Loss

........ L=2.57" C—0.048

10 10" 107 10° 10°
Compute (PetaFLOP/s-days)
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Figure 6.1: Racial Sentiment Across Models

Clean data is key!




Why Sparse Transformer?

* Even computing a single attention matrix (self-attention), however, can
become computationally expensive (O(n?)) for very large inputs, especially

long sequences.
 The OpenAl team found that most layers had sparse attention patterns across

most data points, suggesting that some form of sparsity could be introduced

without significantly affecting performance.

https://openai.com/research/sparse-transformer
Child, Rewon, et al. "Generating long sequences with sparse transformers." arXiv preprint arXiv:1904.10509 (2019).
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Sparse Transformer

Using 2 heads during multi-

head self-attention as examples

Headl Head?2 Headl Head?2

Headl Head?2

Sequence

(1d)

— .

Attention

map (2d)

X- and Y-axis are both sequence index.

(a) Transformer (b) Sparse Transformer (strided)

(c) Sparse Transformer (fixed)

Child, Rewon, et al. "Generating long sequences with sparse transformers." arXiv preprint arXiv:1904.10509 (2019).

v
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Sparse Transformer

Standard casual masking: a model can only
attend the tokens before the current token.

e
B

(a) Transformer

Child, Rewon, et al. "Generating long sequences with sparse transformers." arXiv preprint arXiv:1904.10509 (2019).
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e Astrideis set to limit the attention range.

S p a rse Tra n SfO rm e r * Useful if the data naturally has a structure that aligns

with the stride, like images or some types of music.
/

/

—  m

LI [TTTTTIT1]

(b) Sparse Transformer (strided)

Child, Rewon, et al. "Generating long sequences with sparse transformers." arXiv preprint arXiv:1904.10509 (2019).
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» Specific cells summarize previous locations and

S p a rS e Tra n SfO rm e r propagate that information to all future cells.

e Useful for text data.
.

N

(c) Sparse Transformer (fixed)

Child, Rewon, et al. "Generating long sequences with sparse transformers." arXiv preprint arXiv:1904.10509 (2019).
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Sparse Transformer — Contribution

* Through making less attending for each two attention heads (total 8 heads are used, as the
standard Transformer), Sparse Transformer attains equivalent or better performance while
requiring significantly fewer operations.

Model Bits per byte  Time/Iter

(Text data) Enwik8 (12,288 context)

Dense Attention 1.00 1.31
Sparse Transformer (Fixed) 0.99 0.55
Sparse Transformer (Strided) 1.13 0.35

(Image data) CIFAR-10 (3,072 context)

Dense Attention 2.82 0.54
Sparse Transformer (Fixed) 2.85 0.47
Sparse Transformer (Strided) 2.80 0.38

Child, Rewon, et al. "Generating long sequences with sparse transformers." arXiv preprint arXiv:1904.10509 (2019).

v
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Sparse Transformer (Formula)

e Sparse Transformer (strided)
e [:current sequence index

Head( Agl) ={t,t+1,..,i} fort = max(0,i — 1)  j:sequence index that can be attended

5 * [:stride
Head® A% = {j: (i — j) mod [ = 0}
e Sparse Transformer (fixed)

Head( Agl) = {j: (lj/l] = 1i/1])}, where the brackets denote the floor operation.

Head() AEZ) ={j:jmodl € {t,t +1,...,1}}, wheret = [ — c and c is a hyperparameter.

Child, Rewon, et al. "Generating long sequences with sparse transformers." arXiv preprint arXiv:1904.10509 (2019).
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Computation load of Transformer

Component

Embedding

Multi-Head Attention

Feed-Forward (FFN)

LayerNorm / Residual

Softmax / Output logits

KM

Major Source of

Cost Typical Share  Complexity

Memory access

(o) .
(lookup table) <% O(n-d)

QK™ and softmax

~ 30-40 % O(n2-d)
across tokens

Two large matrix

N ~ 50-60 % O(n-d?)
multiplications

Element-wise ops <5% O(n-d)
Voc.abu.lary small O(V-d)
projection

Notes

Small but frequent

Scales quadratically with sequence length n
Sol: FlashAttention, longformer,
Performaer

Scales with model width d
Sol: Low-Rank Decomposition, Mixture-of-
Experts (MoE), Quantization

Minor overhead

Only heavy when Vis huge
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https://github.com/karpathy/nanochat/tree/master/nanochat

Nanochat--Andrej Karpathy o 205

| htps://karpathy.ai/

*Nanochat is an open-source, end-to- / ey e P S s \
end ChatGPT-style pipeline: from Pretraining: On a general text corpus, e.g.,
tokenizer / pretraining / fine-tuning / “FineWeb-EDU
inference / web Ul. * Mid-training / fine-tuning: conversation,

, reasoning datasets, e.g., “SmolTalk”, GSM8K,
8,000 lines of code MMLU aux tasks

*4hr of 8xH100 GPU (USS$100 / * Supervised Fine-Tuning (SFT): RL (optional)
NTD$1000 in Taiwan NCHC) \ Inference &Web Ul -

Better Readability / hackability



https://github.com/karpathy/nanochat/tree/master/nanochat
https://karpathy.ai/

https://hackaday.com/2025/10/20/nanochat-lets-you-build-your-own-hackable-
llm/?utm_source=chatgpt.com

Nanochat

Model Parameters Token-cs)L'mt Training Time / Hardware  Notes
(pre-training)

~ 1.9 billion - ~ 4 hours on an 8xH100 “Speed-run” model,
~ 38 billion tokens y " .
nanochat parameters 5L i) SoEeshu] node (= “$S100 cost educational/demo scale,
(560M in speed-run) ' claim) comparatively small

Large compute, but exact
publicly disclosed training

~ 2 trillion tokens time/hardware not
detailed. (Requires large
GPU clusters)

Commercial/academic
foundation model, far
larger scale than
nanochat

Several sizes: 7B, 13B,

LLaMA 2 70B parameters
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https://hackaday.com/2025/10/20/nanochat-lets-you-build-your-own-hackable-llm/?utm_source=chatgpt.com
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GPT-3: Language Models are Few-Shot Learners

* The three settings explored for in-context learning in the GPT-3 paper:

Zero-shot Few-shot
The model predicts the answer given only a natural language In addition to the task description, the model sees a few
description of the task. No gradient updates are performed. examples of the task. No gradient updates are performed.
Translate English to French: task description Translate English to French: task description
cheese => prompt
sea otter => loutre de mer examples

One-shot peppermint => menthe poivrée

In addition to the task description, the model sees a single plush girafe => girafe peluche

example of the task. No gradient updates are performed.

cheese => prompt
Translate English to French: task description
REAUISLECT == IOUES A8 (per example * Note that these settings underperform the
cheese => prompt traditional fine-tuning methods.

Brown, Tom, et al. "Language models are few-shot learners." Advances in neural information processing systems 33 (2020): 1877-1901.

KM
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(Recap) Traditional Fine-tuning

* (Not used for GPT-3, but the other SOTA models like T5)

Training Time Inference Time

sea otter => loutre de mer - example #1 1 cheese => prompt

gradient update

éIé

peppermint => menthe poivrée example #2

gradient update

ééI(-

plush giraffe => girafe peluche - example #N

gradient update

v
QK'A GPT-3, InstructGPT, and RLHF 20




https://arxiv.org/pdf/2109.01652

Instruct Tuning

FINETUNED LANGUAGE MODELS ARE ZERO-SHOT LEARNERS, a.k.a, FLAN, Google, ICLR 2022

(A) Pretrain—finetune (BERT, T5)

a simple method for 7 N (Fine-tuned Language Net)

. . Pretrained Finetune on Inference

improving the zero-shot taskA ~—* ontaskA (C) Instruction tuning (FLAN)

learning abilities of language « Typically requi

& guag task-spaciic examples. Pretramad Inference

models. * One specialized model on task A

9 for each task )
Modeltgazﬂ‘ns to petrforlm Inferenczq ol?
. many tasks via natura unseen tas

(B) Promptmg (GPT—3) Iangﬁage instructions

iy

finetuning language models
Improve performance }

on a collection of datasets i via few-shot prompting
, .. . Pretrained or prompt engineering " Inference
described via instructions LM on task A



https://arxiv.org/pdf/2109.01652

https://arxiv.org/pdf/2109.01652

Finetune on many tasks (“instruction-tuning”)
N

Input (Commonsense Reasoning) | In nsl

Here is a goal: Get a cool sleep on Translate this sentence to Inference on unseen task type
summer days. Spamish: " Input (Natural Language Inference) |
How would you accomplish this goal? | The new office building

Premise: At my age you will probably

OPTIONS: was built in less than three L e e T

(-Keep stack of pillow cases in fndg_ . months.
(-Keep stack of pillow cases in oven. | Target lonoons youl learn by your tirties

Target El nuevo edificio de oficinas Does the premise entail the hypothesis?
keep stack of pillow cases in fridge se construy6 en tres meses. OPTIONS:

- (-yes | [-itis not possible to tell | [ -no |

Hypothesis: It's not certain how many

AN

Sentiment analysis tasks

Y
J
~

FLAN Response
| Itis not possible to tell

\

I Coreference resolution tasks J

)’
|

/
| EEm —

- - J
Original Training Data Complex and Unified Training Data
Premise Template 1 Template 3
Russian cosmonaut Valery Polyakov <premise>

Read the following and
Based on the paragraph determine if the hypothesis can
above, can we conclude that be inferred from the premise:

<hypothesis>? Premise: <premise>

set the record for the longest
continuous amount of time spent in
space, a staggering 438 days,
between 1994 and 1995.

Hypothesis #

Russians hold the record for the j

<options> Hypothesis: <hypothesis>

Template 2 <options>
<premise> N J

Can we infer the following? Tem9|ate 4. ...
<hypothesis> C )
<options>

longest stay in space.

Target

Entailment =D

Not entailment



https://arxiv.org/pdf/2109.01652

InstructGPT

GPT 3.5

Last OpenAl paper
before ChatGPT

Ouyang, Long, et al. "Training language models to follow
instructions with human feedback." Advances in Neural
Information Processing Systems 35 (2022): 27730-27744.

https://openai.com/research/instruction-following
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From GPT-3 to GPT-3.5

e The model can chat!

* This means the model can follow human instructions (InstructGPT).

e Old technique:
* Language modeling with large corpora
* New technique:

* Reinforcement Learning with Human Feedback (RLHF)

Ouyang, Long, et al. "Training language models to follow instructions with human feedback."
Advances in Neural Information Processing Systems 35 (2022): 27730-27744.

A1
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KM

Prompting Language Model - Introduction

|

|

sunny: 0.95
movie: 0.03 Fully-connected
school: 0.02 Layer + softmax
Language Model
(e.g., GPT-3)
According to forecast The weather today is

Prompt / Instruction

GPT-3, InstructGPT, and RLHF



What is difference between “prompt” and
“Instruction”?

* Generally, they are the same.

* Prompts are especially for prefixes.

* Instruction is like => Translate the following words into
traditional Chinese:

 Prompts and instructions can also be called “context.”

* You ask a model to generate outputs based on context.

v
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Problems of GPT-3

* Making up facts
e Qutputs are not factual.
* Generating biased or toxic text

* Not following user instructions

GPT-3, InstructGPT, and RLHF

sion B)

Prompt Axis 2 (context dimen

% 2D Contour Map: Prompt Paths in LLM Landscape

~=— Prompt 1 path
~—— Prompt 2 path
X Prompt Start

N
ergy)

del Surface Height (logit en

N
Mo

27



GPT-3 examples!Hin generating biased or toxic

text

X HMARR | HA BRI A
. MR |5 @ & T | chinese- BHZHTRG | i
* Biased text [1]: £A$ bertomm bRk
Ht1G % | Google bert-base- S a4 B—E—th4ELE
o H V) . o . ) - chinese
 “Muslim” was analogized to “terrorist” in @A B AR L chinese- | EEEE bR AREE
¥XE bert-wwm- % Vv EA
ext
23% of test cases. BE#HkE | Google :Eir;;::se- ;@ﬁ%:‘%‘%ﬁdﬁ BB
FHMEAR | Google bert-base- HmHEAREE | ARH
chinese 17 315 B8 2L

* Female-sounding names were more often

associated with stories about family and

SRR S R CEE 2 SRR R 5T
NSTC 113-2223-E-007-019

With professions, a language model (which is biased) thinks that

appearance, and described as less

powerful than masculine characters.

[1] Weidinger, Laura, et al. "Ethical and social risks of harm from language models."
arXiv preprint arXiv:2112.04359 (2021). by DeepMind

v
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“flight attendant,” “secretary,” and “physician’s assistant” are
feminine jobs, while “fisherman,” “lawyer,” and “judge” are
masculine. Concerning emotions, a language model thinks that
“anxious,” “depressed,” and “devastated” are feminine.

2023.3 MIT News

28




Bias

Kurita et al., ACL gender bias workshop, 2019

Rank

African Americans
are ...

poor

violent

strong

lazy

criminal

{35 (BERT + GPT-2 8
£ )

=B B EL 45 ; BERT
mask top-1 = 0. 18 prob

£ crime / danger FE&
IR

wIFHZERIES
2R ENge

"EE B

BH{TAS - &£ GPT-2 8
HARE Rl R R

crime cluster @& 2=
H3e

White Americans

are ...

rich

privileged

educated

hardworking

dominant

et
HEC AL " A
R =

GPT-2 & L=k
powerful

=R IFEEHA
WEDZR

B lazy $18 IR
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Reason that causes the issues

 The maximum likelihood objective has no distinction between important
errors (e.g. making up facts) and unimportant errors (e.g. selecting the

precise word from a set of synonyms). [?]

maximum likelihood objective:

p(xO' '"!xn—l) — 1_[ P(xk|xo: ""xk—l)

0<k<n

- Language models are not aligned to human instructions (inputs).

[2] Stiennon, Nisan, et al. "Learning to summarize with human feedback." NIPS (2020)

v
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Overview of training InstructGPT

4 )

Supervised

Fine-Tuning

N /

e Align with human style
* Cross-entropy loss

GPT-3, InstructGPT, and RLHF

4 )
Reward Model
Training
N %

4 N
Reinforcement
Learning
\_ J

31



Supervised Fine-Tuning (SFT)

Prompt and Desired Answers
(what humans want an Al model to output.)

(1) Answers @

written by Explain the moon 2
hired labelers landing to a 6 year old S i : .
ottemaon. Train GPT-
3 > | SFT Model
(2) User data
from OpenAl User input Model Output
Playground
{X'A GPT-3, InstructGPT, and RLHF 32




Supervised Fine-Tuning (SFT)

Prompt Ground-truths (human-written)
[ Tell me who is Oppenheimer? ] [Julius Robert Oppenheimer is ]
Optimize H
f Language Model W (

(e.g., GPT-3) J :L Oppenheimer is the father of ... J

Model Prediction

v
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Prompts and Answers Written by Labelers

* Plain: arbitrary task Tell me who is Oppenheimer? ] Prompt

* Few: few pairs of instructions

e Use-cases

[Julius Robert Oppenheimer is ] Written by labelers

> 1
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Prompts and Answers Written by Labelers

Few-shot

In addition to the task description, the model sees a few

* Plain: arbitra ry task examples of the task. No gradient updates are performed.

* Few: few pairs of instructions
Translate English to French: task description
* Use-cases
sea otter => loutre de mer examples
peppermint => menthe poivrée

plush girafe => girafe peluche

cheese => prompt

v
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Prompts and Answers Written by Labelers

Use-case Prompt
* Plain: arbitrary task Brainstorming List five ideas for how to regain enthusiasm for my
_ career
. :
Few: few palrs of Generation Write a short story where a bear goes to the beach,

. . makes friends with a seal, and then returns home.
Instructions

Rewrite This is the summary of a Broadway play:

e Use-cases
{summary}

This is the outline of the commercial for that play:

v
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Overview of training InstructGPT

4 ) 4 N 4 )
Supervised # Reward Model - Reinforcement
Fine-Tuning Training Learning

N /) o J N /

e Align with human style * Train how to judge like a human

* Cross-entropy loss e pairwise ranking loss

i:" GPT-3, InstructGPT, and RLHF 37




Why do we need a reward model?

* Again. Model outputs should be close to what humans desire.

e We need to train the model to act like humans.

* Therefore, we need a scorer to judge how well a model
responds to an input prompt.

* Human scorers are good, but an automatic scorer is better.

v
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Data Preparation for Reward Model Training

Different generations Model responses
of SFT models

- A B

[[ Explain gravity... Explain war...
Prompt —_— T
[SFT Model 3 (D)
Moon is natural People went to
satellite of... the moon...
Ranked by
labelers _
—  Rankings (E.g., D>A>B=C)
A1
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Reward Model Training

(Small GPT) C4
e Reward model: 6B GPT-3 fine-tuned 2

on several NLP datasets with the last
layer changed for reward modeling

g -
& - [

-
Input (x,y): (prompt, response) o L=
. . r r, |
Output r(x,y) :ranking score in scalar ;o
L J
!
Optimize for difference in ranking scores —— " Ioss = log(of- 1,)
I
Figure source: Stiennon, Nisan, et al. "Learning to - :
summarize with human feedback." NIPS (2020) Jis better than k
v
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Overview of training InstructGPT

4 ) 4 N 4 )
Supervised # Reward Model - Reinforcement
Fine-Tuning Training Learning

N /) \_ J N J

e Align with human style * Train how to judge like a human < Using RM to act like a human judge

* Cross-entropy loss e pairwise ranking loss * Proximal Policy Optimization (PPO)

SFT: e 82 AR EEEER RM + RLHF: B2 N B EEEER
MBEWSH AN ERF REBZDEESNEA

KM
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Reinforcement Learning - Introduction

* Reinforcement learning is learning what to do.

* A.k.a. How to map situations to actions

* Goal: To maximize a numerical reward signal

Super Mario training (Learns through trial and error)

v
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https://www.youtube.com/watch?v=ZXbbbaV5-I0

RL Terms to NLP

_ Atari breakout Prompting

Agent Model (e.g., CNN) GPT-3

Environment Atari Human-written
prompts

States € S Screen image at t Input tokens at t

Actiona € A Up, down, left, right From vocabulary

Figure from: Mnih, Volodymyr, et al. "Playing atari
with deep reinforcement learning." NIPS (2013). Conditional

Policy m(a|s) How to move

generation
_ Reward 7 Scored by Atari We need to build by
Atarl ourselves.

GPT-3, InstructGPT, and RLHF 43
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Supervised Learning vs. Reinforcement Learning

* In supervised learning, the goal is to minimize the expected error
from the label.
* In reinforcement learning, the goal is to maximize sum of reward.

More flexibility can be brought to align with humans.

v
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Reinforcement learning using PPOZ14

* PPO: Proximal Policy Optimization (an approach of policy gradients)

[ NewSFT | ( ] : Reward
Prompt T —> | Response ,
. (__Model | Model
- ) |
prompt  —— | SFT Model —'[ Response ] i
RN J :

KL Penalty!*) il

Use KL Penalty to restrict the difference between the new SFT and the older SFT
models (training gradually benefits model performance) (455 Fiitt5E)

[2] Stiennon, Nisan, et al. "Learning to summarize with human feedback." NIPS (2020)
[4] Schulman, John, et al. "Proximal policy optimization algorithms." arXiv preprint (2017).
[5] Schulman, John, et al. "Trust region policy optimization." ICML (2015).
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Reinforcement learning using PPOZ14

* PPO: Proximal Policy Optimization (an approach of policy gradients)

Reward
Model

New SFT

Prompt —_— —>[ Response ]—>

Model

objective(¢p) = E(x,y)~DﬂgL[r9(x’ y)—pf log(ngL(y 1)/ (y|x)]+ —— PPO@

[2] Stiennon, Nisan, et al. "Learning to summarize with human feedback." NIPS (2020)
[4] Schulman, John, et al. "Proximal policy optimization algorithms." arXiv preprint (2017).
[5] Schulman, John, et al. "Trust region policy optimization." ICML (2015).
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Reinforcement learning using PPOZ14

* PPO: Proximal Policy Optimization (an approach of policy gradients)

[ NewSFT | ( ] : Reward
Prompt T —> | Response ,
. (__Model | Model
- ) |
prompt  —— | SFT Model —'[ Response ] i
RN J :

KL Penalty!*) il

objective(d) = E(y ) p , [76(x, y) = Blog(zg (v | x)/z> (y| )]+ —— pPOE
%

[2] Stiennon, Nisan, et al. "Learning to summarize with human feedback." NIPS (2020)
[4] Schulman, John, et al. "Proximal policy optimization algorithms." arXiv preprint (2017).
[5] Schulman, John, et al. "Trust region policy optimization." ICML (2015).
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KL divergence in PPO¥ (Derivation)

RL SFT RL ﬂgL (y |x)
KL ([0, 253 0) = ), 2h-(r]x) - log(———)
(e)eD,g > (y | x)

. 7y (v x)
P STy | x)

ObJeCHIVe(d) = Egeyyop p [rox. ) = FKLLxS (v 1), 25y |x)]

= Eteypg 1% ) = log(z, (v | )/ 7> (y | x))]

[4] Schulman, John, et al. "Proximal policy optimization algorithms." arXiv preprint (2017).
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Why reinforcement learning?

* Maximum likelihood objective ¥

* Using human feedbacks may relieve the issues of LMs:
* Making up facts
* Generating biased or toxic text
* Not following user instructions

e Continued supervised learning is also feasible (Hancock et al., 2019)[6].

[6] Hancock, Braden, et al. "Learning from Dialogue after Deployment: Feed Yourself, Chatbot!." ACL. 2019.
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Related work of using RLHF (OpenAl)

d) Use GPT-2 with RLHF for abstractive summarization

2015/08 (Ziegler et al., 2019. Fine-Tuning Language Models from Human Preferences)

2020/05 <> Brown et al., 2020. Language Models are Few-Shot Learners (GPT-3), NIPS

> Use GPT-3 with RLHF for abstractive summarization

2020/09 < (Stiennon et al., 2020. Learning to summarize from human feedback, NIPS)

Use GPT-3 with RLHF for long document abstractive summarization

2021/09 (Wu et al., 2021. Recursively Summarizing Books with Human Feedback)

2022/03 GPT3.5. Ouyang et al., 2021. Training language models to follow instructions with
human feedback

A1
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Result of InstructGPT

Y axis: win rate over GPT-3

o
0.6 -
N
= L Model
E T | ~e— PPO-ptx
y7; - PPO
£ 041
g ’ -o— SFT
g GPT (prompted)
- -o— GPT
£
; 0.2 4 L/+'
\
1.3B 6B 1758
Model size
v
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Result of InstructGPT: Truthfulness

Dataset: TruthfulQA!! Put an instruction of “I have no comment” in the input prompt
QA prompt Instruction + QA prompt
1
75 - 1 ]

)

o) 1 |

S 1
(%) Trueor £ 50 4 1
True & 3 |
Informative @ 1 l I

0- I I I I
GPT  SFT GPT  SFT

PPO  PPO-ptx PPO PPO-ptx

* Gray bars: ratings of truthfulness
* Colored bars: ratings of truthfulness and informativeness

[7] Lin, Stephanie, Jacob Hilton, and Owain Evans. "TruthfulQA: Measuring How Models Mimic Human Falsehoods." ACL. 2022.
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Result of InstructGPT: Toxicity

**Respectful prompt
Complete the following sentence in a polite, respectful, and unbiased manner:

Human eval PerspectiveAPI score
0.25 1
0.20- | ‘
‘ Model
2 0.151 |
2
S
— 0.10 -
. PPO-ptx
0.05 -
0 -
None Respectful None Respectful
Prompt

[8] Gehman, Samuel, et al. "RealToxicityPrompts: Evaluating Neural Toxic Degeneration in Language Models." Findings of EMNLP 2020.
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Summary of InstructGPT

* InstructGPT makes progress in improvements of truthfulness and reductions

of toxic generation.

* Optimizing language models with human feedback can be better than using

the approach of next word prediction objective.

54
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https://arxiv.org/abs/2302.13971

LLaMA: Open and Efficient Foundation Language Models
Meta Al
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LLaMA (Large Language Model Meta Al)

 LLAMA, developed by Meta, is one of the state-of-art open-source large

language models.

* Currently, there are LLAMA-1 and its improved version, LLAMA-2.

Context Length RLHF Chat mode _Speed up Model sizes Training tokens
inference
LLAMA-1 Up to
2K X X X 7B, 13B, 33B, 65B
(2023.2) ’ ’ ’ 1.4T tokens
GQA
LLAMA-2 Up to
4K 0] 0] - 7B, 13B, 34B, 70B
(2023.7) (Grouped-Query F 235 205, 2.0T tokens
Attention)
Up to
LLAMA-3 O
8K 0] GQA 8B, 70B, 405B :
(2024.4) (SFT+RLHF) Q P 15 15.0T tokens

GPT-3, InstructGPT, and RLHF
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Dataset comparison with the current LLMSs

LLAMA-1 LLAMA-2 PaLM (2022) GPT-3 (2020)
Training Up to Up to
tokens 1.4T okens 2.0T okens 7808 3008
webpages, books,
Public data like Publicly available |(Wikipedia®, news Common Crawl*,
Source |CommonCrawl®, data

ArXiv*, ...

(Not explicitly listed)

articles, source
code*, and social
media conversation

WebText2, Books1,
Books2, Wikipedia*

GPT-3, InstructGPT, and RLHF
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Motivation of LLAMA-1 and LLAMA-2

 LLAMA-1:
* Previous work (Chinchilla, Hoffman et al., 2022, DeepMind) fixed a
training budget without considering the inference budgets.

—— Provide competitive models at 7B/13B/33B/65B.

 LLAMA-2:
* Closed product LLMs (e.g., ChatGPT, BARD, Claude) are not transparent,
limiting progress of Al.

—— Provide open-source LLAMA-2 and LLAMA-2-chat models at different

scales.
(We will focus on LLAMA-2 next since it is more powerful than LLAMA-1.)

v
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LLAMA-2 Pre-training Cost

Estimated with
A100-80GB * 1

Time Power Carbon Emitted
(GPU hours) Consumption (W) (tCO2eq)
7B 184320 (7,680 days) 400 31.22
s 13B 368640 (15,360 days) 400 62.44
34B 1038336 350 153.90
70B 1720320 400 291.42
Total 3311616 539.00

Touvron, Hugo, et al. "Llama 2: Open foundation and fine-tuned chat models." arXiv preprint arXiv:2307.09288 (2023).
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What's the difference between InstructGPT
and LLAMA-27

» Safety and Helpfulness Reward Modeling
* Context Distillation

* Inference Speed-up with Grouped-Query Attention (GQA)

v
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Safety and Helpfulness Reward Modeling

 Compared with InstructGPT, LLAMA-2 strengthens the safety of model
responses.
 However, most of the time, we want LLMs to help us solve our requests.
* Therefore, separate reward modeling was developed for LLAMA-2.
e Safety -> LLM should not be harmful.

* Helpfulness -> LLM should follow human instructions and solve problems.

{X'A GPT-3, InstructGPT, and RLHF



Human Preference Data Collection

e Human-written prompts for reward modeling.

Category Prompt Example

loful * How does a ponzi scheme operate?
Helptulness * How do the masterminds set it up?

Annotation /
Team \
* Tell me how | can rip-off my customers

Safety by selling them cars that don’t run.

Prompts were being
tagged for either
helpfulness or safety.

v
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Human Scoring for Reward Modeling

Score for A over B

3 (Significantly better)
L SFT Model A } LOutputs A}

Prompt — —

Scored by 2 (Better)

labelers
Either safety or

1 (Slightly better)
helpfulness prompt SFT Model B OUtpUtS B
0 (Negligibly better)

Many versions of SFT exist.
Two different models
were used each time

AK M GPT-3, InstructGPT, and RLHF




Separate Reward Model Training

Score for A over B
* Similar to Instruct-GPT, but with additional margin loss m(7) 3 | significantly better
2 | Better
Reward
model 1 | Slightly better
O | Negligibly better
(c: correct)
Prompt | Outputs A | — 1
/
Loss = —log(a(ra(x, y.) — 19 (x, ) —m(r)))
Prompt | OutputsB | — @ _ _
(r: rejected; incorrect)
Safety prompt -------------- » Safety RM
Then the RLHF part of LLAMA-2 is very
Helpfulness prompt ---------- > Helpfulness RM similar to the approach of InstructGPT.

\ 4
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C t t D " t " ‘ ‘ t " Askell, Amanda, et al. "A general language assistant as a
O n ex I S I a | O n laboratory for alignment." arXiv preprint arXiv:2112.00861 (2021).

e Goal: For safety outputs

Pre-Prompt C Prompt X
You are a responsible and safe assistant Please write a silly guide that’s
that never gives an answer that is in any meant to convince someone that
way insensitive, sexist, racist, or socially the moon landing was faked.
inappropriate. THE MORAL
POLICE OF |/

* Context Distillation: Minimizing the difference between P(X|C) and P(X).

* So that the model may not produce harmful outputs even if the pre-prompt
does not be added before the prompt.

e This training was executed after RLHF.

Sam Altman, Sept, 2025.
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Inference

Speed-up




Grouped-Query Attention (GQA)

_____ This technique is used during inference!
| . Mean Pooling

[ e

/ Multi-Query Attention (MQA) N
Context length 2k
Multi-Head Attention (MHA) Grouped-Query Attention (GQA)

—e— MQA
..... , —e— GOA

|
1
Values |
|
1

l

N

-a-em o o
- owm o om
w

;[

—r ) N —) — — —
. e — — — -

0
50 75 100 125 150 175 200 225

Latency per token (ms)

S
pr— —

J

N

| ==y o om o m
1
1

e s s ==

{

\

Throughput (QPS)

D

Keys

2 el ot e 4
Queries ] UU
) S—  S— "/ S—  S— —/

A pre-trained MHA model is required!

-

Ainslie, Joshua, et al. "GQA: Training Generalized Multi-Query Transformer Models from
Multi-Head Checkpoints." arXiv preprint arXiv:2305.13245 (2023). Google Research Team.

\ 4

AK M GPT3, InstructGPT, and RLHF



Grouped-Query Attention (GQA)

FERURE A Perplexity |, Inference memory, Inference delay,
MHA baseline 5.24 100 % 100 %

MQA 5.56 (+6 %) 25 % 60 %

GQA (4:1) 5.29 (+1 %) 40 % 70 %
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