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https://www.youtube.com/watch?v=ebnX5Ur1hBk

https://www.youtube.com/watch?v=ebnX5Ur1hBk


Common brief:

Pretrained LLMs cannot reason 
without further prompting 
engineering or finetuning
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?



Pretrained LLMs are ready to 
reason

All we need is decoding
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Chain-of-Thought Reasoning Without Prompting, NeurIPS 2024 https://arxiv.org/abs/2402.10200

https://arxiv.org/abs/2402.10200


Reasoning by decoding
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I have 3 apples. My dad has 2 more apples than me. How many apples do we have in total?

5 apples.    (Greedy Decoding)

have 3 apples, my dad has 2 more apples than me, so he has 5 apples. 3+5=8.    I

We have 8 apples in total. 

have 3 apples, your dad has 2 more apples than you, so he has 5 apples. 3+5=8.    You

answer is 5.The



Chain-of-Thought Decoding
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1. Go beyond greedy coding by 
checking more generation 
candidates.

2. Choose candidates which have the 
highest confidence on the final 
answer.
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Prompting change output distribution
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Need task-specific examples Generic, but perform worse than few-shot



LLM reasoning v.s. Human reasoning
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SFT (human knowledge) 
v.s. IO fine-tuning 

Generated by NotebookLM
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Always keep in mind that LLMs are 
probabilistic models trained to 
predict next tokens. They are not 
humans!



Self-consistency Aggregation
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Retrieval or reasoning?
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Retrieval + Reasoning
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Summary

12

Reasoning > no Reasoning

RL fine-tuning > SFT

Aggregating multiple answers > one answer

Retrieval + Reasoning > reasoning only
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The truth always turns out to be
simpler than you thought.

- Richard Feynman

Next-token prediction 

→ emerging intelligence
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