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Retrieval-Augmented Generation (RAG)

Input Query LLM Output
Which year was Oppenheimer born? > Generator > 1967 (W?thOUt RAG)
" > (e.g., LLM) — 1904 (With RAG)
Retriever
(e.g., BERT)
l Robert Oppenheimer (born April 22, 1904,
New York, N‘ew York, U.S.—died February Retrieved
—— | 18, 1967, Princeton, New Jersey) was an
American theoretical physicist and science Documents
dministrator ...
Knowledge Base Ly
(e-g-: Wikipedia) Gao, Yunfan, et al. "Retrieval-augmented generation for large

language models: A survey." arXiv preprint arXiv:2312.10997 (2023).
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Introduction to LangChain

* LangChain is a framework for developing applications powered by
large language models (LLMSs).
» Official Website: https://www.langchain.com/

* Source code: https://github.com/langchain-ai/langchain

W&’ LangChain
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Introduction to LangChain

* For these applications, LangChain simplifies the entire application lifecycle:
* Open-source libraries: core abstractions, third-party integrations, and
application-building tools
* Productionization: provide a developer platform that lets you debug,
test, evaluate, and monitor chains built on any LLM.
 Deployment: turn the applications into production-ready APIs and

Assistants.
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Introduction to LangChain

* You can build a personalized end-to-end RAG system based on the

LangChain Official Tutorial.

Langchain Integrations  APIReference More v vi3w (3
Introduction & > Tutorials )
Basics
Tutorials - ‘Working with external knowled;
Tuto r I a I S Specialized tasks
How-to guides LangGraph
New to LangChain or LLM app development in general? Read this material to quickly get up and running building your first LangSmith
Conceptual guide applications. Evaluation
More

Ecosystem If you're looking to get started with chat models, vector stores, or other LangChain components from a specific provider, check

»
R & Langsmith 2 out our supported integrations.

W &8 LangGraph 2
Refer to the how-to guides for more detail on using common LangChain components.
Versions

V0.3 See the conceptual documentation for high level explanations of all LangChain concepts.

v0.2
Pydantic compatibility Basics

Migrating from v0.0 chains
Upgrading to LangGraph memory e LLM applications: Build a simple LLM application with prompt templates and chat models.
Release policy * Chatbots: Build a chatbot that incorporates memory.

= Vector stores: Build vector stores and use them to retrieve data.

Security
* Agents: Build an agent that interacts with external tools.

Working with external knowledge

* Retrieval Augmented Generation (RAG): Build an application that uses your own documents to inform its responses.
s Conversational RAG: Build a RAG application that incorparates a memory of its user interactions.

« * Question-Answering with SQL: Build a question-answering system that executes SQL queries to inform its responses.
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Introduction to Ollama

e Ollama is a user-friendly interface for running large language
models (LLMs) locally, specifically on MacQS, Linux, and Windows.
» Official Website: https://ollama.com/

e Source code: https://github.com/ollama/ollama

.@.
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Introduction to Ollama

e Ease of Use: Ollama is easy to install and use.

e Versatility and Model Installation: Ollama supports a wide range of
models, making it versatile for various applications.

* GPU Acceleration: Ollama leverages GPU acceleration. This feature is
included out of the box and it requires zero intervention.

* Integration Capabilities: Ollama is compatible with several platforms like
Langchain, llama-index, and more.

* Privacy and Cost: Running LLMs locally with Ollama ensures data privacy
as your data is not sent to a third party.
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Prerequisites

Setting Up Google Colab with T4 GPU and High RAM

* Runtime > Change runtime type

co £ RAG tutorial.ipynb 77
EEY N EEIE

.— T Ctrl+F9
= g LT
T EARIETEE Cirl+F8
Q RAG using Langchain HTEENETE Ctrl+Enter | _
_ ) an
{x} | ollam enviroment setting iTEREE Ctrh+Shift+Enter
o BiTEEEN T AREETE CtrHF10
e Package loading & import
tin
Hugging face login g
(|
Ollama testing
d for running and managing large language models (LLMs) directly on local devices.
iﬁsimﬁ!@ RAG system builde RENESTRIe T I yy, and control.
angchain . o
port users to manage LLM on local devices and accelerate it like vilm, Llamafile, GF
= 1]
RAG withou using Langchain ERHTERAE
Database preparing =T ks attpe://pypi. org/project/ocolab—xterm/
E55R
Loading data from webs &
Preprosessin
P 9 Downloading colab_xterm—0. 2. O—py3-none—any. whl. metadata (1.2 kB)
. Requirement already satisfied: ptyprocess =0.7.0 in /usr/local/lib/pythond. 10/dist-packages (from colab—xterm) (0.
Bulid up the database Requirement already satisfied: tornado>5.1 in fusr/local /1ib/pythond. 10/dist-packages (from colab-xterm) (6.3.3)
. Downloading colab_xterm—0. 2. O0—py3—none—any. whl (115 LkB)
Retriever 115.6/115.6 kB 2.2 MB/s eta 0l

[P T, N 1 O RIS R
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Prerequisites

Setting Up Google Colab with T4 GPU and High RAM
* Runtime type > Python3, Hardware accelerator > T4 GPU (GPU time for free is limited)

SEYUTIEREAE
TR EE

Python 3 -

wEmzE (9
O cru |@ T4cPu | () atoocPu () L4GPU

O TPU v2-8

EEERAIEGPUIE? EEEEY

g BE
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Packages loading & import

* Install and import all the necessary packages.

;; [9] !pip
B 'pip
'pip
'pip
'pip

# !pip

install langchain

install langchain community
install langchain huggingface
install langchain text splitters
install langchain chroma

install pyserini

'pip install rank-bm25
'pip install huggingface hub
v nltk. download (" punkt’)

oFk

nltk. download (" punkt_tab’)
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import
import
import
import
import
import
import

i fro
& fro
from
from
from

from
from
from
from
from
from
from
from
from
from
from
from

from

os
Json

bsd

nltk

torch

pickle

numpy as np

import IndexWriter
import SimpleSearcher

m pyserini. index
m pyserini. search
numpy. linalg import norm
rank bm25 import BM250kapi
nltk. tokenize import word_tckenize
import 0llama
import

langchain_community. 11lms
langchain. chains. combine_documents
langchain. chains import
langchain. vectorstores import Chroma
sentence_transformers
langchain_huggingface
langchain_community. embeddings
langchain. text_splitter
langchain. docstore. document
langchain_core. prompts
langchain_community. document_loaders
transformers import AutoModel,

tgdm import tadm

create_stuff_documents_chain

create_retrieval_chain

import SentenceTransformer
import HuggingFaceFEmbeddings
import JinaEmbeddings
import RecursiveCharacterTextSplitter
import Document

import ChatPromptTemplate

import WebBaseloader
AutoModelForCausallM,

AutoTokenizer
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Hugging face login

* In this tutorial, we will need to apply the access to the model llama-3.2-1B-Instruct.
e After you get the access, you must log-in through hf-token.

C‘q-?-\i Hugging Face Q. Search models, datasets, users... # Models = Datasets S

= meta-llama/Llama-3.2-1B-Instruct © ©like 559 Follow = Metallama 8,757

[ Text Generation = Transformers & Safetensors () PyTorch @& 8languages llama  facebook meta llama-3  converse

0 arxiv:2405.16406 MW License: llama3.2

# Modelcard ‘I~ Filesandversions ¢ Community

# Edit model card

{55 You need to agree to share your contact information to access this model

The information you provide will be collected, stored, processed and shared in accordance with the Meta Privacy Policy.

LLAMA 3.2 COMMUNITY LICENSE AGREEMENT

Llama 3.2 Version Release Date: September 25, 2024

“Agreement” means the terms and conditions for use, reproduction, distribution and modification of the Llama Materials set forth herein.

“Documentation” means the specifications, manuals and documentation accompanying Llama 3.2 distributed by Meta at
https://llama.meta.com/doc/overview.

“Licensee” or “you” means you, or your employer or any other person or entity (if you are entering into this Agreement on such persen or...

Login or SignUp  toreview th¢ conditions and access this model content.
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Hugging face login

* If you haven’t created any tokens, create a new one.
e Select the token type and give a name.

{"?_?" Hugging Face Q. Search models, datasets, users... # Models  Datasets Spaces @ Posts ' Docs [ Enterprise  Pricing = ®
Ssu Cheng-Wang Access Tokens
shriowang

User Access Tokens + Create new token

Profile

Access tokens authenticate your identity to the Hugging Face Hub and allow applications to perform actions based on token permissions.

Account @ Do not share your Access Tokens with anyone; we regularly check for leaked Access Tokens and remove them immediately.

< Create new Access Token

Token type

Fine-grained [EELE Write

@ This cannot be changed after token creation.

Token name

RAG-tutorial

This token has read-only access to all your and your orgs resources and can make calls to inference APl on your behalf. It can also be used to open pull requests and
comment on discussions.

Create token
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Hugging face login

* Then you will get your own access token, save it because you will not be able to see it again.
* Back to colab, replace the hf _token with yours.

L |
o= Save ‘_-,fﬂl.ertEESS Token % | from huggingface hub import leogin
hf token = “hf ##+" # @param {tyvpe: “string™ ]
Save your token value somewhere safe. You will not be able to see it again Login(token=hf_token, add_te_git_credential=True)

after you close this modal. If you lose it, you'll have to create a new one.

[18] 'huggingface-cli whoani

R © Copy =

1
q

shriowang
orgs: IENMNOE

Mame Permissions
RAG-tutorial READ
Done
- |
A1\ 4 .
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Install Ollama on Colab

e First, install the colab-xterm package and load the extension.
e Colab-xterm allows you to open a terminal in a cell.

o pip install colab—xterm #https://pvpi.org/project/colab—xterm/
%load _ext colabxterm

* Thus, you can open a terminal window within Colab.

o hxterm

S~ Launching Xterm...
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Install Ollama on Colab

Download Ollama package:

ontent# curl -fsSL https://ollama.com/install.sh
Installing ollama to /fusr/local
Downloading Linux amdé4 bundle
FEFFF R AR A AR A A A A R AR A A A A A A A T T T F A A A AT AT TF A AR AR F A A F A A F S FFF SIS FFFFHFF 100.0%
Creating ollama user...
Adding ollama user to video group...

Adding current user to ollama group...
Creating ollama systemd service...

systemd is not running
Unable to detect NVIDIA/AMD GPU. Install 1spci or 1shw to automatically detect and install GPU dependencies.

The Ollama API is now available at 127.0.0.1:114:
Install complete. Run "ollama™ from the command line.
ontent# D

Activate Ollama serve. (If you idle for a long time, the connection would be closed forcedly. If so,
run "ollama serve" again.):

/content# ollama serve

Your new public key is:

ssh-ed25519 AAARAC3NzaCllZDIINTESAAAATIDICarJREzZE3rUEZnD+Ejhcc

2024/11/21 09:16:29 routes.go:1189: INFO server BLE DEVI
( HSA OVERRIDE GFX VERSION: HTTPS PR NO PRO OLLAMA DEBUG:false OLLAMA FLASH ATTENTION:false OLLAMA G
PU OVERHEAD:0 OLLAMA HOST:http://127.0.0.1:11434 OLLAMA INTEL GPU:false OLLAMA KEEP ALIVE:5m0s OLLAMA LLM LIBRARY: OLLAMA
LOAD TIMEOUT:5m0s OLLAMA MAX LOADED MODE LAMA MAX QUEUE:5 OLLAMA MODELS:/root/.ollama/models OLLAMA MULTIUSER
E:false OLLAMA NOHISTORY:false OLLAMA NOPRUNE:fal OLLAMA NUM PARALLEL:0 OLLAMA ORIGINS: [http://localhost https

~
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Install Ollama on Colab

* Then execute this block again to download the LLM:

/content# ollama pull llama3.2:
pulling manifest

pulling 74701a8c35f6... 100%
pulling 966de95ca8a6... 100%
pulling fccb5a6bec9da... 100%

pulling a70£f7e570d9... 100%

pulling 4f659%aleB86d7... 100%
erifying sha256 digest
riting manifest

SUCCess

* You can find other available LLM on this website: https://ollama.com/library
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https://ollama.com/library

Ollama Testing

e After all, you can try that the LLM to response your question or chat with it.

5;} [7] # Setting up the model that this tuterial will use
MODEL = “llamas3.2:1b" # https://ollama. con/librarv/1lamas. 2:3b
EMBEED MODEL = “jinaai/jina—embeddings—vZ-bhase—en”

v [22] # Initialize an instance of the 0llama medel

3IE

1lm = 0llama‘model=MODEL}

# Invoke the model +to generate responses

response = llm. inveke("What 1s the capital of Talwan?”)

print {respeonse)

Ei} The capital of Talwan 1s Taipel.

""""‘\ .
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Build a simple RAG system by using LangChain

* Initialize the LLM_model and Embedding_model.

* For the details of model’s setting (model_kwargs, encode_kwargs), you can check

through this website.

o # Initialize the Llama 3 model
1lm_model = 01lama(model=MODEL)

# C(Create an embedding model

model kwargs = { trust_remote code : Truef
encode_kwargs = { normalize embeddings’ : False}
embeddings model = HuggingFaceEmbeddings |

mode]l_name=EMBED_MODEL,
model_kwargs=model_kwargs,
encode_kwargs—encode kwargs

AKX M raGTutorial 1

Cosine similarity inherently normalizes vectors
during computation, making pre-normalization
unnecessary and potentially redundant.

19


https://api.python.langchain.com/en/latest/huggingface/embeddings/langchain_huggingface.embeddings.huggingface.HuggingFaceEmbeddings.html

Build a simple RAG system by using LangChain

e ChatPromptTemplate is a library to create a prompt template for chat models.
* In ChatModel, the prompt architecture will be like:
* system: {guide, character setting}
* human: {input}
e assistant: {model output}
 Human: {input} ...
o # Prompt setting
system_prompt =
“Use the given context to answer the question.
“If you don’t know the answer, say vyou don’t know.
“Use three sentence maximum and keep the answer concise.

“Context: {context}”

)
prompt = ChatPromptTemplate. from messages|

("system”, system_prompt),
("human”, “{input}”),
]
)

print (prompt)
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Vector stores

e \ector store algorithms power RAG by enabling fast, scalable similarity searches in high-
dimensional spaces.

1. Chroma
* Vector Database: Focused on easy integration for machine learning workflows.
* Supports both vector search and metadata filtering (e.g., based on tags).
e Designed to work seamlessly with LLMs and other Al systems.

2. FAISS
e Library for Similarity Search: Built by Meta for efficient similarity search in large-scale
datasets.

e Uses inverted file index (IVF) or HNSW (graph-based) algorithms for fast approximate
nearest neighbor (ANN) search.
e Optimized for scalability with large datasets and GPU support.
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https://python.langchain.com/docs/integrations/vectorstores/

Vector stores

* Create a Chroma vector store, then use .as_retriever() to transform the vector store into a

retriever.
« fetch_k: Amount of documents to pass to MMR (Maximal Marginal Relevance)
algorithm.

* k: Amount of documents to return.

[ ] # Prepare documents
documents = [

Document (page_content="The capital of Florida is Tallahassee.”, metadata={"id": 0}),
Document (page_content="Florida is known for its beautiful beaches and warm climate.”, metadata={"id": 1}),
Document (page_content="The largest city in Florida by population is Jacksonville.”, metadata={"id": 2}),
Document (page_content="The President of Miami Dade College is President Madeline Pumariega.”, metadata={"id": 3}),
Document (page_content="The Provest of Miami Dade College is Dr. Malou C. Harrison.”, metadata={"id": 4}),
Document (page_content="Dr. Ernesto Lee is an AI and Data Analytics Professor on the Kendall Campus at Miami Dade College.”, met

o # Create Chroma vector store
# search_type could be “similarity” (default), “mmr” , or “similarity_score_threshold”
vector_store = |Chroma. from documents(documents, embedding=embeddings model)
retriever = vector_store.as_retriever(search_type="mmr”, search_kwargs=
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Load the QA chain

e Chains refer to sequences of calls - whether to an LLM, a tool, or a data preprocessing step.
* LCEL (LangChain Expression Language) was designed to support deploying prototypes into
production without any code changes, from simple "prompt + LLM" chains to complex ones.

[] # Load the QA chain
question_answer chain = create_stuff_documents_chain(llm model, prompt) # Create a chain for passing a list of Documents to a model.
# print(question_answer chain)

\ 4

chain = create_retrieval_chaiglretrievej |question_answer_chai1 tt Create retrieval chain that retrieves documents and then passes them on.

bound=RunnableAssign(mapper={

| VectorStoreRetriever(tags=['Chroma’, '"HuggingFaceEmbeddings'], vectorstore=<langchain_community.vectorstores.chroma.Chroma object at 0x7c15d044f730>,
Eearch_type='mmr', search_kwargs={'k": 3, 'fetch_k': 5}), kwargs={}, config={'run_name": 'retrieve_documents'}, config_factories=[])

chain

RunnahleAssion(manner={
answer: RunnableBinding(bound=RunnableBinding(bound=RunnableAssign(mapper={

context: RunnableLambda(format_docs)
1), kwargs={}, config={'run_name": 'format_inputs'}, config_factories=[])

| ChatPromptTemplate(input_variables=['context', 'input'], input_types={}, partial_variables={},
messages=[SystemMessagePromptTemplate(prompt=PromptTemplate(input_variables=['context'], input_types={}, partial_variables={}, template="Use the given context to
answer the question. If you don't know the answer, say you don't know. Use three sentence maximum and keep the answer concise. Context: {context}"), additional_kwargs={}),

)

| Ollama(model='llama3.2:1b')
}, config={'run_name":

'stuff_documents_chain'}, config_factories=[])
ories=[]
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QA with RAG system

* Test QA chain with some sample questions by calling chain.invoke().
* We only need to give input to the chain.

# Use the QA chain to retrieve relevant documents and generate a response
queries = [

“What is the capital of Florida?”,

“Who is the President of Miami Dade College?”,
“Who is the Provost of Miami Dade College?”,

“Who is Dr. Ernesto Lee?”

for query in queries:

response = |chain. invoke({"input”: query!)

print (f"Query: {query}\nResponse: {response}‘n”)

AKX M raGTutorial 1 2
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